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DNN-enabled systems
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 DNN models are composed of DNN layers (CNN, MM, non-linear,...)
* GPU schedule and execute the layers one-by-one in the form of kernels



Background: Layerwise Scheduling and Execution Pattern

* W/t CPU scheduler, can preempt between two layers

s v +650ms +700ms +750ms +800ms +850ms +900ms +950ms

|
void...  void... void... void... void... void... void ... void... void .. void .. void .. V..

~ CUDA HW (0000:d1:00.0 - NVIDIA RTX 5000 A

~ 56.8% Memory

100.0% HtoD memcpy




Background: Layerwise Scheduling and Execution Pattern

* W/t CPU scheduler, can preempt between two layers

s v +650ms 700ms +750ms +800ms +850ms +900ms +950ms

~ CUDA HW (0000:d1:00.0 - NVIDIA RTX 5000 A - - 1 —

~ 56.8% Memory

100.0% HtoD memcpy

HtoD memcpy

20.4 ms



Background: Layerwise Scheduling and Execution Pattern

* W/t CPU scheduler, can preempt between two layers

s v +650ms 700ms 750ms 800ms 850ms QOOms 950ms

~ CUDA HW (0000:d1:00.0 - NVIDIA RTX 5000 A - 1 —

~ 56.8% Memory

100.0% HtoD memcpy

N\

HtoD memcpy  Other overhead

20.4 ms 31.3 ms



Background: Layerwise Scheduling and Execution Pattern

* W/t CPU scheduler, can preempt between two layers

s v +650ms 700ms 750ms 800ms 850ms 900ms 950ms

~ CUDA HW (0000:d1:00.0 - NVIDIA RTX 5000 A - 1 —

~ 56.8% Memory

100.0% HtoD memcpy

N\

HtoD memcpy  Other overhead

20.4 ms 31.3 ms

e the overhead in preemption could also be an issue



Background: Layerwise Scheduling and Execution Pattern

* W/t CPU scheduler, can preempt between two layers

A
\
N

HtoD memcpy  Other overhead

20.4 ms 31.3 ms

* the overhead in preemption could also be an issue? Can we schedule on accelerator
®



Background: Layerwise Scheduling and Execution Pattern

* W/t CPU scheduler, can preempt between two layers

toD memcpy

A
\
N

HtoD memcpy  Other overhead

+765ms +770ms +775ms +780ms +785ms

20.4 ms 31.3 ms 27.8 ms

* the overhead in preemption could also be an issue? Can we schedule on accelerator
o
* |f cannot preempt within a layer = long block time




Background: Layerwise Scheduling and Execution Pattern

* W/t changing low-level Software/hardware, may preempt within a layer

o5

+650ms

+700ms +750ms +800ms +850ms +900ms +950ms 6s +50ms F

~ CUDA HW (0000:d1:00.0 - NVIDIA RTX 5000 A

~ 56.8% Memory

100.0% HtoD memcpy




Background: Layerwise Scheduling and Execution Pattern

* W/t changing low-level Software/hardware, may preempt within a layer

o5 - +650ms +700ms +750ms +800ms +850ms +900ms +950ms 6s +50ms F

void...  void... void... void... void... void... void .. void... void... void... void ... v..

~ CUDA HW (0000:d1:00.0 - NVIDIA RTX 5000 A

~ 56.8% Memory

HtoD memcpy

* Not Native support --> may lack flexibility



Background: Layerwise Scheduling and Execution Pattern

* W/t changing low-level Software/hardware, may preempt within a layer

o5 - +650ms +700ms +750ms +800ms +850ms +900ms +950ms 6s +50ms F

void...  void... void... void... void... void... void .. void... void... void... void ... v..

~ CUDA HW (0000:d1:00.0 - NVIDIA RTX 5000 A

~ 56.8% Memory

* Not Native support --> may lack flexibility
* Low-level control API not provided



Background: Layerwise Scheduling and Execution Pattern

* W/t changing low-level Software/hardware, may preempt within a layer

o5 - +650ms +700ms +750ms +800ms +850ms +900ms +950ms 6s +50ms F

void...  void... void... void... void... void... void .. void... void... void... void ... v..

~ CUDA HW (0000:d1:00.0 - NVIDIA RTX 5000 A

~ 56.8% Memory

* Not Native support --> may lack flexibility
* Low-level control API not provided
* Large programming effort
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« Reduce scheduling overhead - e Hardware-implemented EDF
scheduler on FPGA chip

« Preempt within a layer m) ° Intra-layer preemptive
flexible dataflow

FPGA platform:

Bit-level reconfiguration
Low level hardware control

#  Hardware support
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DERCA: On-chip EDF Scheduler
Core: hardware-implemented heap

Preemption
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Instructions
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Small # tiles accumulated: Large # tiles accumulated:
Store + Load > Recompute(1) Store + Load < Recompute(1-7)
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Higher success rate = better
schedulability

Baselines: Low success rate
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Still, DERCA flexible dataflow has
a better success rate, especially
in high utilizations
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VCK190 platform

CHARM as baseline

accelerator for PE array " sgssite

Kernel

Management
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DERCA: Evaluation
LUT REG BRAM URAM DSP AIE
Scheduler 9177 (1.02%) 8132 (0.45%) 1(0.10%) 0 (0%) 0 (0%) 0 (0%)
Job Relcase 15135 (1.68%) 32646 (1.81%) 0 (0%) 0 (0%) 0 (0%) 0 (0%)
M
Ingffzg 14517 (1.61%) 23218 (1.29) 0 (0%) 0 (0%) 37 (1.88%) 0 (0%)
Kernel
Mansgoment | 11898 (1:32%) 25053 (1.39%) 6.5 (0.67%) 0 (0%) 1 (0.05%) 0 (0%)
Accelerator | 105060 (11.68%) | 112324 (6.24%) | 7875 (31.44%) | 384 (82.84%) | 102 (5.18%) | 384 (96.00%)
Total 155787 (17.31%) | 201373 (11.19%) | 795 (82.21%) | 384 (82.94%) | 140 (7.11%) | 384 (96.00%)
 Prototype on AMD i

Interface &
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| LUT REG BRAM URAM DSP AlE
Scheduler '
Job Release
ﬁfgffzg 14517 (1.61%) 23218 (1.29) 37 (1.88%)
Kernel
Management 11898 (1.32%) 25053 (1.39%) .5 (0. 1 (0.05%)
Accelerator 0 2000
Total | 155787 (17 31%) 201373 (11.19%)

* Prototype on AMD
VCK190 platform

, e e | oo
* CHARM as baseline S e B e Man:;fnent
accelerator for PE array " =g ' i :

e DERCA s lightweight:
<5% additional resource
usage

Memory
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